Introduction To R – EdX Course Reference Sheet 


Section 1: Basics 

	R
	· The language for statistical computing 
· Considered a source implementation of the S language 
· Open Sourced with a command line interface 
· Useful for it’s reproducibility and variety with the use of R packages

	R packages
	· Extensions created by other R users 
· Rdocumentation.org for explanations of thousands of packages

	R console
	Your coding space (much like the terminal shell or your python notebook) 

	‘’
	Used to denote text strings as characters 

	Variables 
	Can be assigned and stored for later use 

	<- 
	Creates/assigns a variable 

	Workspace
	Where variables and information is stored in R 

	ls() 
	Gives you all the variables that you’ve created in the current R session. 

	R script
	The text file with your R commands that solve a particular task

	(name).R
	Proper R script syntax

	“Source” Button
	Runs script

	comments
	· Denoted with a # symbol
· Text notes within the script that don’t affect the running of the script

	rm()
	Will remove anything inside the () from your workspace

	Arithmetic Operators
	· Addition +
· Subtraction – 
· Multiplication *
· Division /
· Exponents ^ 
· Modulo (remainder of division) %%

	Data Types
	Also known as atomic vector types or class types

	class() 
	Will reveal the class type

	Logical Type
	· True or False 
· Boolean Values
· If it is not True or False, will be NA (denoting a missing value)

	Numerics
	· Numbers like 2 or 2.5 
· Some numerics CAN NOT be integers (decimals)

	is.numeric() 
	Function that can see if a variable is numeric or not 

	Integers 
	· Natural numbers (1,2,3) that do not include decimals
· Integers can be specified by 1L, 2L, etc.
· Integers CAN be numerics 

	is.integer() 
	Function that can see if a variable is an integer or not 

	Character type 
	Character String, Text type

	Double Type
	Type used for higher precision (not currently described)

	Complex Type
	Type used for complex numbers (not currently described) 

	Raw Type 
	Type that stores raw bytes (not currently described) 

	Coercion 
	The act of coercing the type of a variable to another type using as. functions 

Example
as.numeric(True) = 1 
as.numeric(False) = 0
as.numeric(“Hello”) = NA (with warning message) 



Section 2: Vectors 

	Vector 
	· A sequence of Data Elements of the same Data Type (R will use coercion get them all to the same type if they aren’t)
· Often called atomic vectors to discern them from lists
· Can be assigned to a variable for easy recall ability 

Example 
c(1,2,3) 
numbers <- c(1,2,3)

· Single values are vectors too! 


	c()
	Allows you to combine values into a vector

	names()
	· Allows you to name a vector
· You can also name within the c() step by saying ace = 1, king = 2, etc

	is.vector()
	Will tell you if an input is a vector or not 

	length()
	Will tell you the length (# of entries) in a vector

	Vector Arithmetic
	· Computations performed element by element 
· If you perform math on a vector of 3 elements, that math will be done one element at a time individually

	> earnings > expenses
	Will give you a boolean response depending on if earnings > expenses 

	sum()
	Will sum all the elements of a vector together

	variable []
	· Will give you a subset of that vector at that index (1 = the first element of the vector, 2 = the second, etc.) 
· You can subset with names too (ex. Variable[“name”] 

	variable[c(0,1)]
	· Subsetting multiple elements within a vector
· Can be done by position or by names 

	Variable[-1]
	This will remove the first element of the vector

	Variable[c(True, False, False)]
	Subsetting using logical vectors 
Doing this will only output elements of the vector that are True. 
If you give a logical vector that 




Section 3: Matrices 
	Vector
	A 1D array of data elements

	Matrix:  

matrix()
	A 2D array of data element, made of rows and columns of one atomic vector type 

Format: 
Matrix(#:#, nrow (or ncol) = #) 

Note! Your elements will be inputed downward column by column, left to right unless you denote otherwise 
1 4
2 5
3 6


	nrow =
	Denotes the number of rows you want in your matrix

	ncol = 
	Denotes the number of columns you want in your matrix

	byrow = TRUE
	Will denote that you want your elements to be inputted by row, left to right 
1 2 3 
4 5 6

	Matrix recycling
	· If you have given fewer elements than will fill the matrix, R will recycle those elements. 
1 3 2
2 1 3
· If the recycled elements do not evenly fill the matrix, you’ll get a warning message saying that the data length is not a multiple/submultiple. 
1 3 1 
2 4 2 
*warning message*


	cbind()
	This will bind 2 or more vectors together into a matrix by stitching them together. You will get 2 or more joined columns. 

Example

cbind(1:3,1:3)
1 1
2 2
3 3

	rbind()
	This will bind 2 or more vectors together into a matrix by stitching them together. You will get 2 or more joined rows.  

Example

rbind(1:3,1:3)
1 2 3
1 2 3



 




	Binding a vector to a preexisting matrix 
	cbind(m,1:3) or rbind(m,1:3) 

will display the preexisting matrix, and then will add a column or row of elements 1,2,3 at the “end” 

	rownames(m) <- (“ ”, “ “, etc.)
	Will allow you to name the rows of a matrix you have already created. 


	colnames(m) <- (“ ”, “ “, etc.)
	Will allow you to name the columns of a matrix you have already created. 


	dimnames = 
	Will allow you to name the dimensions (both rows and columns of your matrix at the same time)

Format: 

dimnames = list(c(“row 1” , “row 2”)
                              c(“column 1” , “Column 2”)))

Will give a 2x2 matrix with rows and columns labeled.

	Matrix Coercion
	Much like recycling, if you don’t give the matrix enough elements for your parameters, elements will recycle. 

If you try and bind different types of data (say letters and numbers) R will coerce them all to one data type (in this example, the numbers and letters will all become “ ” character strings)

If you want a matrix/vector of different data types, use a list or data.frame

	Subsetting matrices 
	Still use [ ] like subsetting vectors 

If you want to subset a specific element you must specify [row, column]

Using [1, ] or [ ,1] will give you the entirety of the first row or the entirety of the first column  
Giving an element [1] with no row/column notation will just look for the 1st element of the matrix  index (following the top to bottom, left to right reading of the matrix) 

	Selecting multiple data points in a matrix
	m[2, c(2,3)] 

This will give you elements from row 2, column 2 and 3.  

Single points must be take from the same row, or the same column. You cannot pick from different “planes” of the matrix. 

If you have named your rows or columns, you can subset by names 

Ex. m[“row2”, “c”]
A combination of names/numbers can be used so long as you “ ” strings

	Subsetting with logical vectors
	Rows/columns that correspond to a TRUE are kept, rows/columns that correspond to a FALSE are removed. 

Vector recycling still applies! 

	colSums()
	Will sum up the total of a column 

	rowSums()
	Will sum up the total of a row


 
*Matrix math is the same as Vector math, done element by element 

Section 4: Factors

	Categorical variables
	· Can only take up a limited number of different variables
· Can only belong to a limited number of categories

	factor()
	Creates factor 
Factors contain “levels” 

Example: 
Blood types 
Blood <- c(“B”, “AB” , “O”, “A”, “A”, “B”)
blood_factor <- factor(blood)
B AB O A A B 
Levels: A AB B O  

Levels will be alphabetized and become integers (A = 1, AB = 2, etc) 

Levels will only include unique elements 


	levels()
	Will allow you to rename/specify the levels of your function

(This can also be done by using levels= within your factor command)

	Nominal categorical variables
	No implied order

Example
Type A blood is no greater than Type B blood

	Ordinal Categorical variables
	There is a natural order to the factors 

Example
Size Large is greater than Size Medium

Setting an argument level will help this: 
Levels: S < M < L




Section 5: Lists 
	list( )
	Can contain different R objects all in the same structure without coercion 
(There is some slight loss in functionality because of the multiple object types) 

Example: 
list(“Rsome times”, 190, 5)  

names(list_name) <-( ) can still be used to name lists like naming vectors.  

Lists can be stored within lists

	str(list_name)
	Will compact your list into something more aesthetically pleasing 

	list_name[ ]
	Subsetting a list with one set of square brackets will give you only one list element
This list element is not a character string, and is still returned in a list type

	list_name[c(1,3)]
	This subset will return multiple elements (in this case the first and third element) within a single list, again this will return these elements as a list type

	list_name[[ ]]
	This will extract the actual character string from within a list without extracting the actual list type

Subsetting within double brackets can be done by name, same rules as other subsetting apply. 

Subsetting by logicals cannot be done within double brackets

	list_name[[4][1]]
or
list_name[[c(4,1)]]

	This subset will look at the 4th entry of the list and take the first element of that 4th entry

	$
	Acts like [[ ]] but can only be used in named lists 

Example: 
list_name$element is the same as list_name[[“element”]]

	list_name$element <- additional

or 

list_name[[“element”]] <- additional
	The format for extending lists. 

In this example the list “additional” will be added to “list_name” as the element “element” 

	list_name$element$another_element
	To add elements to embedded lists 

In this example, another_element will be added to element within list_name


 
Section 6: Data Frames 
	Datasets
	Observations and the variables associated with them 

Example: 5 people, with ages and names 

5 people = 5 observations 
Ages, names = variables

Can’t be put in a matrix because it’s comprised of different types

Can be put into a list, but it is hard to manipulate

	Data Frames 
	Specific for data sets  

Rows = observations 

Columns = Variables

Can contain elements of different types but elements within the same column must be the same type 

	Creating a dataframe
	Generally dataframes are imported from another source (csv file, excel file, etc) 

	data.frame()
	Creates a dataframe manually  

Create your vectors first, then contain your vectors within a dataframe 

Example: 
Name <- c( “John”, “Bob”, “Susan” )
Age <- c(25, 27, 30) 
Child <- c(FALSE, TRUE, TRUE) 

df <- data.frame(name, age, child)

	names(df) <- c(“Name”, “Age”, “Child”)

Or df <- data.frame(Name = name, Age = age, Child = child)
	Ways to name dataframes, both inside and outside the dataframe itself.

	Dataframe Structure
	Similar to lists 
Gives you __ observations of __ variables 
The length of all the vectors you input must be equal 
R will store strings as factors (to suppress this, you can set stringsAsFactors = FALSE)

	Subsetting Dataframes 
	Similar syntax as matrices and lists 

df_name[3,2] will give you a single element, from the 3rd Row, 2nd Column
df_name[ 3,”age”] will do the same thing 

empty spots will take the entirety of that row/column 

df_name[3, ] will give all of the 3rd row 
*will give DATAFRAME because it will be different element types

df_name [ ,3] will give all of the 3rd column 
*will give VECTOR because they are all the same type 


	Subsetting dataframes to create a sub dataframe
	df_name[c(3,5) , c(“age”, “weight”)
This will give rows 3 and 5, columns titled Age and Weight

df_name[3] 
This will give you a new DATAFRAME with only the column # specified (unlike matrices which would give you that index position


	df_name$age 
 
df_name[[“age”]]

df_name[[2]]
	This will return a VECTOR of the age column

	df_name[“age”]

df_name[2]
	This will return a DATAFRAME (which is also a list) containing the age column

	Adding Columns to a Dataframe
	This will add variables
Because they are all the same type, we can set up a vector, then add that vector to the dataframe.

df_name$vector_name <- vector 

or 

df_name[[“vector_name”]] <- vector

or 

cbind(df_name, vector)

	Adding Rows to a Dataframe
	This will add observations
Because a row will have different data types, you can’t add a vector. It will have to be a mini dataframe which is then added to the original dataframe. 

Tom <- data.frame(elements) 

rbind(df_name, Tom) 

*NOTE: You must add all the elements to match the preexisting columns of the dataframe in order for the new dataframe to match up with the old one. 

	Sorting Dataframes 
	sort(df_name$age) 
This will sort your dataframe by age, however it only gives you the age column, it doesn’t sort the entire dataframe by that variable 

ranks <- order(df_name$age) 
this will rank the ages by position (index position) 

then df_name[ranks, ] will reorder the entire dataframe by age

df_name[order(df_name$age, decreasing = TRUE), ] 
This will order by age in Descending order 



Section 7: Graphics 
	Reasons to create graphics within R
	· Creating plots within lines of R code allow for easier replication and modification from plot to plot
· Reproducibility! 
· The multitude of graphics packages that have already been created for specific styles and visualizations 

	plot( ) 

plot( x axis, y axis) 
plot(xaxis$yaxis)
	· Your generic graphics plotting function 
· You can plot many different types of things depending on what you give it. 
· Different inputs will intuitively provide different types of plots
· Can plot dataframes, vectors, linear models, kernel densities, etc. 

	plot( )            categorical 
	plot(countries$continent) 

This will give a BAR graph of countries (y axis) by continent (x axis) 

	plot( )            numerical
	plot(countries$population)  

This will give an INDEX plot where the 1st country on the list is index 1, and so on. Plots indexed countries (x axis) by population (y axis) 


	plot( )            2 types of numerical
	plot(countries$area , countries$population)  

This will give a SCATTER plot where each dot is a country, axis are area (x axis) by population (y axis) 

plot(log (countries$area) , log(countries$population) ) 

This will give the same SCATTER plot, but using a logarithmic scale on the axis to spread out the data to be much more readable 

	plot( )            2 types of categorical
	plot(countries$continent , countries$religion)  

This will give a STACKED BAR graph of continents, with proportions of each religion per continent 

plot(countries$religion , countries$continent ) 

This will give a STACKED BAR graph showing the proportion of continents by religion

	hist( )
	Histogram function
A visual representation of the distribution of your data sets
This is done by placing all of the values in “bins” and then plotting how many values there are in each “bin”  
 
hist(Africa$population) 
Will give you a BAR graph, giving you a scale of inhabitants (by 10 million) and then tells you how many countries in Africa fall into these “bins” 

*Shows your data spread, you can begin to see trends or how it skews

	Breaks 
	hist(Africa$population, breaks = 10)  

This will give you a BAR graph in which the data is distributed into 10 “bins” 

Without the breaks, R will choose how many “bins” make sense to it. 


	Other graphical functions 
	boxplot( )
barplot( )
pairs( )

	xlab = 
	Labels the X Axis

	ylab =
	Labels the Y Axis 

	main = 
	Labels the Main Title 

	type =
	Plot type
0 will give you circles at the data points with a line connecting the dots 
1 will give you just the line plot 

	par( )
	Will allow you to specify parameters separate of the plot  

par(col = blue) will keep the plot color blue from plot to plot instead of having to specify it every time. 

Calling this with empty brackets will give you the values of these parameters 

Ex. 
par( )$col 
“blue”

	?par
	This can call up what kind of parameters you can use 

	col.main=
	Color of the main title 

	cex.axis=
	Gives a ratio for the original axis tick marks to be multiplied by

	lty =
	Line Type 
Options of 1-6

	pch =
	Plot symbol type (options of over 35 symbols)

	par(mfrow = c(2,2))
	When plots are added to a layout in a 2 by 2 grid, row by row 

1 2
3 4

	par(mfcol = c(2,2))
	When plots are added to a layout in a 2 by 2 grid, column by column 

1 3
2 4

	par(mfrow = c(1,1)) 

par(mfcol = c(1,1))
	Will give a single plot per layout

	layout( ) 
	This function expects a matrix in which you specify the location of the figures on the output device 

Example 
grid <- matrix(c(1,1,2,3), nrow=2, ncol=2, byrow=TRUE)
 
grid 
1 1 
2 3 

layout(grid) 
	

	
	






	layout(1)
	This will reset back to a (1,1) grid 

This can also be done by copying the old graphical parameters to a new parameter first 

old_par <- par( )
~do whatever you’re doing~ 
par(old_par)

	lm( )
	Returns to an lm object which contains the coefficients of the line, representing the linear fit.

	abline( )
	Can take the coefficients of a straight line as a vector or as separate values.

	lwd =
	Line width

	Stacking graphics to be used with abline( ) 
	points( )
segments ( )
lines( ) ---use order( ) first to get ranks then use lines on ranks 
text( )



